Sequence Analysis Practical
Wellcome Trust Advanced Course – June 2015 – Durban, SA
1:  Analysing one sample
In the GWAS practical we found an association that lay within the FUT2 gene.  We found that the most associated variant was rs112820994, but we do not know if this it the causal variant, and we could not find any obvious coding or non-coding function for this variant. In this practical, we will take sequencing data from the FUT2 gene from 1000 Genomes samples in order to investigate the region in more detail, and see if we can find other candidate causal variants. 

This practical will give you a brief introduction to next-generation sequencing analysis. It will show you how to read sequence data from a binary alignment map (BAM) file, how to look at read alignments directly, how to call SNPs from sequence data and how to calculate Linkage Disequilibrium information using PLINK.

The data for this example is in this directory:

cd /media/ubuntu/data/GEIA/Practicals/08_Sequence_analysis/
In this example we have four files. "NA18523.bam" is a BAM file that contains sequence data from an 1000 Genomes Yoruban sample, and "NA18523.bam.bai" is an index (which speeds up loading the BAM file). There is also a reference file (chr19.fa) that contains the reference sequence of chromosome 19, along with an index for that file as well (chr19.fa.fai).

To process this sequencing data, we are going to be using the program samtools. To run samtools, we go to the terminal and type a command of the form:

samtools <command> [options]
For instance, we can look at the data in a BAM file with the view command:

samtools view NA18523.bam | less
Each line is a read, and the columns contain different information about that read. Most of them you can ignore (ask me if you are interested in knowing more about them), but a few are important.  The first third and four columns give the chromosome and position that the read is mapped to. The fifth column gives the mapping quality (a score between 0 and 60 that describes how uniquely the read aligned to the genome). The tenth column gives the sequence of the read itself.

We can make a few summaries of the BAM file using the flagstat and idxstats commands:
samtools flagstat NA18523.bam

samtools idxstats NA18523.bam
The first command tells us that the file contains 2376 reads, and the second command tells us that 2366 of these reads map to chromosome 19.

An important quality metric in sequence data is the read depth (i.e. the total number of reads that align to each position). samtools can calculate the read depth across a BAM file:

 samtools depth NA18523.bam > NA18523.depth
We can then use R to plot the depth across the whole chromosome:

Open R studio and under the FILE menu select 'new file => R script'

IN RSTUDIO:

setwd('/media/ubuntu/data/GEIA/Practicals/08_Sequence_analysis/')
data <- read.table("NA18523.depth")

plot(data[,2],data[,3],type="h",xlim=c(1,64000000) ,xlab="Position",ylab="Depth")

png("DepthChrom19.png")

plot(data[,2],data[,3],type="h",xlim=c(1,64000000) ,xlab="Position",ylab="Depth")

dev.off()
You can see that the depth is low across most of the chromosome except for one spike where the depth is at around 30. This is because we specifically sequenced the FUT2 gene. The small number of reads outside FUT2 are called “off-target” reads, as they are not in the area we were trying to sequence. 

We can produce a depth plot of FUT2 specifically:

IN RSTUDIO:

plot(data[,2],data[,3],type="h",xlim=c(49199299,49209142),xlab="Position",ylab="Depth")

png("DepthFUT2.png")

plot(data[,2],data[,3],type="h",xlim=c(49199299,49209142),xlab="Position",ylab="Depth")

dev.off()
What is the maximum read depth across FUT2? What is the minimum? What proportion of bases are covered by at least 15 reads?
To visualise the actual reads themselves, and how they align to the reference, we can use tview. Note that this command takes in both the bam file and the reference file:
samtools tview -p 19:49199230 NA18523.bam chr19.fa
The -p file tells us to open the BAM at position 6826901 on chromosome 18. When you run this command, you will be taken to a graphical view of the BAM file. Along the top you will see numbers that represent the position along the chromosome, and directly below that you will see the reference sequence at this part of the genome. On the line below the reference sequence you will see the consensus sequence for that individual (samtools’ best guest for what the sequence of the individual is) - dots represent bases that are the same as the reference genome. Under the line you see the aligned reads themselves - again, dots represent bases in the read that are identical to the reference, and other letters represent differences from the bases.

You can scroll along the chromosome slowly by pressing the right arrow key, more quickly by pressing Shift-L, and very fast by holding space bar. Press "?" if you want help, and press m and b to shift the colouring between mapping quality and base quality.

Can you find a SNP? Can you find something you think is a sequencing error?
Does this individual have a T or a C at rs112820994? [Hint: You may have to get some information from the last practical to answer this one].
2:  Analysing multiple samples
Looking at one sample is usually not that informative. To understand genetic variation we need to look across multiple samples. To that end, I have included 75 BAM files, contain reads from the FUT2 region from 75 Yoruban 1000 Genomes individuals. You can find the data here:

cd /media/ubuntu/data/GEIA/Practicals/08_Sequence_analysis/YRI
As well as viewing BAMs, samtools can also call SNPs from sequencing data. To generate SNP calls from every BAM in the directory we use, use the command:

samtools mpileup -f chr19.fa -u *.bam > rawcalls.bcf  |bcftools call -vm rawcalls.bcf > rawcalls.vcf
The first command uses mpileup to gather together reads across the individuals and summarizes them as a collection of statistical evidence (in the file rawcalls.bcf). The second command takes this summarized information and uses it to call sites that differ from the reference. It outputs this information in VCF format. We can take a look at this file:
less rawcalls.vcf
We see a lot of lines starting with "#" - these are header lines, and contain information about how the variants were called, what information was recorded and what samples are present. After the header lines we have the variant information - each line is one variant. Again, there is a lot of information that is not important here, but a few columns are worth pointing out. The first two columns give the chromosome and position of the variant, the fourth column gives the reference base pair, and the fifth column gives the base pair found in the individual. The set of columns at the end gives information on the genotype of the 75 individuals: if it starts with 0/1, the individual is heterozygous for this variant, and if it starts with 1/1 the individual is homozygous, and if it is “0/0” the individual is homozygous wild-type (i.e. has no copies of the variant). 

Lets use tview to look at the reads around some of these variants. For instance, look at the variant at 49199804:
samtools tview  -p 19:49199804 NA18486.bam chr19.fa
(Position 49199804 is at the left edge of the screen, so scroll over to put it in the middle).  And look at the variant at 32818911:
samtools tview -p 19:32818911 NA18486.bam  chr19.fa
Do you think both these variants are high quality? Do you believe they are both truly variable sites?
Finally, we can carry out some automatic filtering of the genotype data. Just like GWAS data, sequencing data needs to be carefully quality controlled to remove poor quality sites (as described in the sequencing lecture). We will do one round of quality control filtering using the varFilter function in the vcfutils.pl script:

vcfutils.pl varFilter rawcalls.vcf > filteredcalls.vcf
vcfutils.py is a script that is installed along with bcftools, and applies a number of filters. Type “vcfutils.py varFilter” without any arguments to see a list of the filters that the script uses to remove poor quality sites.
How many SNPs remain after filtering?
Finally we will convert the data to PLINK format. To make sure we can compare this data to the data from the GWAS practical we will also use a name map (rsid_map.txt) to give the sequence variants correct rs-numbers:
plink --vcf filteredcalls.vcf --update-name rsid_map.txt  --set-missing-var-ids "@:#" --geno 0.01 --hwe 1e-4 --make-bed --out cleancalls
This plink command has a lot of parts, so lets go through in order. Firstly, “—vcf filteredcalls.vcf” tells PLINK to read in genotype data from the VCF files. “—update-name rsid_map.txt” tells PLINK to read in variant IDs from the RSID file to update the VCF names, and “--set-missing-var-ids "@:#"” tells plink to name any variants that aren’t in rsid_map.txt by their chromosome and position. “—geno 0.01” and “--hwe 1e-4” are additional quality control filters, just like we used for the GWAS in the last practical. The final commands tell PLINK to write the output to binary plink format and tell it how to name the files.

Now that we have our final, cleaned and converted dataset, we can. The PLINK command “--r2” will calculate LD statistics:

plink --bfile cleancalls --r2 --ld-snp rs112820994 --ld-window 100 --out LDhits
This command looks for variants that are in linkage disequilibrium with rs112820994, and writes them to the file LDhits.ld. If you look in this file you will see a lot of SNPs (in column SNP_B), with their r2 value with rs112820994. 

How many SNPs are in perfect LD (r2 = 1) with rs112820994? How many are in high LD (r2 > 0.8)?

Using the tools we saw in the Public Resources practical, find out the function of these variants. Which one do you think is most likely to be the causal variant?

How many variants are there with an allele frequency less than 1% in this set of samples? Do any of these rare variants change the coding sequence of the FUT2 gene?
