Looking at patterns of LD in HapMap 3
The HapMap project collected and genotyped individuals from multiple populations (http://hapmap.ncbi.nlm.nih.gov/). We will be looking at data from two European populations:

CEU
Utah residents with Northern and Western European ancestry from the CEPH collection
TSI
Toscani in Italia

And two Kenyan samples:

MKK
 Maasai in Kinyawa, Kenya
LWK
 Luhya in Webuye, Kenya

In this practical we will look at patterns of diversity in these populations, comparing diversity between Europe and Kenya and within Kenya.

Each dataset comprises a set of genotypes for a region of chromosome 20. The data has been phased so that there are two haplotypes available for each individual, and the two alleles at each SNP, encoded as 1 and 0. 

Start R and change the working directory to the practical folder.

setwd( path to practical folder )

If you are unsure of the location of the practical, please ask.

Looking at haplotypes
Read the CEU haplotypes into R using the command:

CEU <- as.matrix(read.table("CEU.haps"));
The data will be stored as matrix. Each row is a chromosome and each column is a SNP. 

1) Use the dim() to confirm how many chromosome (or individuals) and SNPs there are in the dataset.

2) Using the command colSums() to calculate how many SNPs are polymorphic.

Make a vector indentifying the monomorphic SNPs using the command:

mono <- (colSums(CEU) == 0 | colSums(CEU) == nrow(CEU));
And set the monomorphic SNP to have missing (NA) values. Use the image function to visualise the data for the first 100 SNPs:
CEU[,mono] <- NA;
image(t(CEU[,1:100]),col=c("blue","green")) ;
The monomorphic SNPs should be coloured white and the two alleles at polymorphic SNPs coloured blue and green. To make the patterns clearer we can reorder the haplotypes so the similar haplotypes are in neighbouring rows:

#The manhattan distance is just the number of alleles shared by two haplotypes

z <- hclust(dist(CEU[,1:100],"manhattan"))$order;

image(t(CEU[z,1:100]),col=c("blue","green")) ;
3) There are vertical stripes of consecutive SNPs (columns) which show almost identical patterns, why might this be?

4) Looking at pairs of columns in the data (the plot of haplotypes), is there any evidence for recombination, what is that evidence?

5) Do nearby SNPs tend to show similar patterns more so than SNPs far apart?

Read the MKK haplotypes into R using the command:

MKK <- as.matrix(read.table("MKK.haps"));
Reuse the code above substituting MKK for CEU to visualise the haplotypes in the MKK data set. 

6) What do you notice about the number of monomorphic SNPs in the MKK data compared to the CEU? Do you expect this to be a general feature of the two datasets?

7) What other subtle differences are there between the two sets of haplotypes?

Extract a subset of five SNPs from both the datasets and paste the alleles within haplotypes together to form a string using the following command:
CEU.subset <- apply(CEU[,72:77],1,paste,collapse="",sep="");

MKK.subset <- apply(MKK[,72:77],1,paste,collapse="",sep="");
Use the table command to count the number of haplotypes and their frequencies in the samples.

8) Are all five SNPs polymorphic in both data sets?

9) Which sample has more distinct haplotypes?

10) How are the haplotypes in one sample related to the haplotypes in the other? What does this tell you about the ancestral history of the haplotypes in the two samples?

Extensions:
If you have time look at other sets of SNPs, do any general patterns emerge? 

If we are attempting to find SNPs that influence the risk of disease in this data why are the haplotype patterns important?

Recombination and physical distance 
Read in a new set of SNPs spread across over 40Mb of chromosome 20 in the CEU population, as well as information about the SNPs, using the R code:

CEU <- as.matrix(read.table("CEU_sparse.haps"));
snps <- read.table("snps_sparse.txt",header=TRUE,as.is=TRUE);      
Type head(snps) to look at the information about the SNPs. Use nrow(snps) and ncol(CEU) to check that there is information about each of SNPs in the dataset.

To look at the relationship between linkage disequilibrium and physical distance we need to calculate the correlation between the alleles at all SNPs, as a function of physical distance between them. Use the code below:

compute_ld <- function( haps, snps ) {

#Calculate the square of correlation (r^2)
  ld <- cor(haps)^2;
  #Obtain the distance between all SNPs       
  pos <- matrix(rep(snps[,2],nrow(ld)),nrow=nrow(ld),byrow=TRUE);
  dist <- abs(pos - t(pos));       
  #Store the information
  tab <- data.frame(dist = c(dist), r2 = c(ld));
  tab <- tab[tab$dist < 500000,];   #Remove distances more than 500kb
  tab <- tab[!is.na(tab$r2),]    #Remove any monomorphic SNPs
  return( tab ) ;

}

tab = compute_ld( CEU, snps )

plot(tab$dist, tab $r2);
11) What is the relationship between the distance between two SNPs and the correlation in the alleles they segregate?

12)  Look at correlation between nearby SNPs using tab[tab$dist < 1e4,] why aren’t they all strongly correlated?

Load the MKK data from the file MKK_sparse.haps, and reuse the above code to make the same plot for the MKK data.

13) What is the difference in the distance over which correlations persist between the two datasets.

As the LD structure is complicated we can make the relationship between physical distance along the chromosome and correlation clearer by looking at the decay in the probability of that two SNPs at a distance X are correlated with r2 > 0.5, as a function of X. Use the code:
compute_ld_probs <- function( tab, bins, r2_threshhold = 0.5 ) {
    prob <- array( NA, length( bins )) ;
    for( i in 1:(length(bins)-1) ) {
        tmp <- ( tab$dist > bins[i] & tab$dist <= bins[i+1] ) ;
        prob[i] <- sum( tab$r2[ tmp ] > r2_threshhold ) / sum( tmp ) ;
    }
    return( prob )

}
bins <- seq(0,500000,by=1e3);

prob <- compute_ld_probs( tab, bins )

plot(bins,prob,pch=19,xlab="Physical distance", ylab="Probability  r^2 > 0.5");
14) Run the above code for both the CEU and MKK data. What are the differences between the two plots?

15)  How do these plots relate to the haplotype patterns observed in the analyses above? 

Extensions:
Use the lecture notes to calculate D’ (rather then r2) between SNPs and look at its decay with physical distance in the two datasets.  (You can write your own function for this, or use the function we have provided in scripts/compute_d_prime_matrix.R to compute D').  What differences do you observe between the two metrics? 

Recombination hotspots and LD
To look more closely at patterns of LD in a specific region we can visualise the correlation structure between all pairs of SNP by creating an LD plot. Use the following code:

CEU <- as.matrix(read.table("CEU.haps"));
snps <- read.table("snps.txt",header=TRUE);      

compute_ld_matrix <- function( haps, snps ) {
  freq <- colSums( haps ) / nrow( haps ) ;
  common <- ( freq > 0.1 & freq < 0.9 ) ;
  haps <- haps[, common ] ;
  snps <- snps[ common, ] ;
  ld <- cor( haps )^2 ;
  ld[ lower.tri(ld) ] <- NA ;
  return( ld ) ;

}
region = which( snps[, 2 ] >= 20.7e6 & snps[,2] <= 21.0e6 )

ld <- compute_ld_matrix( CEU[, region ], snps[ region, ] )

par(bg="lightgrey");

image(ld,breaks=seq(0,1,length=101),
      col = rgb(red = 1, green=seq(1,0,length=100), blue=seq(1,0,length=100)),axes=FALSE);
The way to think about these plots is to imagine the part of the chromosome we are looking at stretching from the bottom left to the top right (along the diagonal). The correlation between each pair of SNPs is colour red indicating strong correlation (high r2) and white for weak correlation. Points near the diagonal represent nearby SNPs and points near the top left are SNPs further away.

16) What do the patterns of LD tell you about the correlation structure between SNPs along chromosomes? How might this relate to the local recombination rate in the region?

The following code will plot the recombination landscape across the region plotted above:
#Calculate the recombination distance between SNPs

rec <- 1e6 * (diff(snps[region,5])/diff(snps[region,2]));

plot(snps[region,2],c(rec,NA),type="s",ylab="cM/Mb",xlab="Position");
17) Although the recombination landscape in this region is complex, how does the recombination landscape match up with the patterns of LD? How does the rate of recombination relate to extent of LD break down?

Extensions:
Again, using the lecture notes, implement a function to calculate D’ and make a similar LD plot. Why does this provide different information and how does this relate to the underlying recombination rate?

Differences in patterns of LD between populations
Population differentiation leads to differences in the ancestral history of samples taken from different regions. It is well known that this leads to differences in allele frequency, but it also leads to differences in patterns of LD.

To investigate this we will compare the correlation between alleles across the two HapMap Kenyan samples. In the MKK samples, for each SNP, we will find which SNP it is most strongly correlated with. And then look at the correlation between the same pair of SNPs in the LWK sample. Use the following code: 

MKK <- as.matrix(read.table("MKK.haps"));

LWK <- as.matrix(read.table("LWK.haps"));

#Get common alleles

POP <-  rbind(MKK,LWK);

freq <- colSums(POP) / nrow(POP);

common <- (freq > 0.2 & freq < 0.8)

table(common)

#Calculate LD

MKK <- cor(MKK[,common])^2; diag(MKK) <- NA;

LWK <- cor(LWK[,common])^2; diag(LWK) <- NA;

#Find best tags

tag <- apply(MKK,1,which.max);
tmp <- cbind(MKK[cbind(1:nrow(MKK),tag)],
             LWK[cbind(1:nrow(LWK),tag)]);

#Plot the relationship

plot(MKK[cbind(1:nrow(MKK),tag)],
     LWK[cbind(1:nrow(LWK),tag)]);
18) Is it true that two SNPs perfectly correlated in the MKK data are also perfectly correlated in the LWK?

19) Write your own R code to look at how many pairs of SNPs with r2 > 0.8 in MKK also have r2 > 0.8 in LWK.

Reuse the above code to look at the same plot, replacing MKK with CEU and LWK with TSI (an Italian population).

20) What do you notice about the extent to which LD differs between populations within Europe compared to within Kenya?

21) Why is this important for genetic studies in Africa?

Extensions:
Use R to find other ways to quantify the differences in the patterns of LD between these two sets of populations.
